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Purchase Guide

Purchase Instructions
Last updated：2025-12-03 18:04:04

TKE allows you to create different types of Kubernetes clusters with different billable items and billing 

standards. This document describes how to purchase different types of clusters.

Purchasing a general cluster

In TKE, cluster management fees and cloud resource fees are charged based on the actual usage of 

managed clusters with different specifications. For billing details, see .TKE Billing Overview

Purchasing a serverless cluster

TKE serverless is billed by the CPU, GPU, and memory resources requested by workloads and the execution 

duration of workloads. It is suitable for different needs in different scenarios. For billing details, see 

.

Billing 

Overview

Purchasing an edge cluster

TKE Edge charges cluster management fees for user-created managed cluster's control plane and node 

management fees for user-accessed compute nodes in edge clusters.

Purchasing a registered cluster

TDCC is currently in beta test. To try it out,  for application. If you have other questions, 

.

submit a ticket

contact us
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Purchase a TKE General Cluster

TKE Billing Overview
Last updated：2024-12-11 18:11:19

Billable Items

The service fees for TKE consists of two parts, cluster management fees and Tencent Cloud service 

resources fees.

Cluster management fees

Managed clusters incur the cluster management fees based on their cluster models. For more 

information, see .Cluster Management Fees

Tencent Cloud service resources fees

Other Tencent Cloud services resources (such as CVM, CBS and CLB) created during the usage of TKE 

will be charged based on the billing mode for each resource. For more information, see 

.

Tencent Cloud 

Services Resources Fees

Cluster Management Fees

Billing Mode

The billing mode of pay-as-you-go is usually adopted for TKE.

Billing Item Billing Mode Payment Method
Billing 

Unit

Number of 

clusters

Pay-as-

you-go

 at the time of purchase, and the 

service is billed at an hourly basis

Freeze the fees USD/hou

r

Recommendations for small clusters

If your cluster has only a small number of nodes (less than 20), we highly recommend you use 

 . With TKE Serverless cluster, you can deploy workloads and pay for actual container 

usage, with no need to purchase nodes and pay cluster management fees.

TKE 

Serverless Cluster

You can choose to migrate your existing TKE general clusters as needed in the following ways:

Conduct smooth business migration through  to reduce the number of nodes in the TKE 

general cluster and thereby lower the cluster management fees (such fees are not charged for super 

nodes; for more information, see  below).

super nodes

Pricing

Completely migrate the TKE general cluster to the TKE serverless cluster through the migration tool 

as instructed in 

. If you encounter any problems,  for assistance.

Guide on Migrating Resources in a TKE Managed Cluster to an TKE Serverless 

Cluster submit a ticket
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Pricing

Note: 

The unit prices are varied depending on the region. Please refer to the prices displayed in the 

console.

Read the  carefully before you select the specification.Purchase Instructions

The billing cycle of a cluster starts when the cluster is created. You can view the cluster creation 

time by going to the TKE console > Basic Information.

Cluster Specification Price (USD/hour)

L5 0.02040816

L20 0.06279435

L50 0.11459969

L100 0.19152276

L200 0.40031397

L500 0.8021978

L1000 1.47252747

L3000 2.44897959

L5000 4.40188383

Tencent Cloud Service Resources Fees

Other Tencent Cloud service resources (such as CVM, CBS and CLB) created during the usage of TKE will 

be charged based on each billing mode. For more information, see billing description for each resource.

Tencent Cloud Service Documentation

CVM CVM Billing Mode

CBS CBS Billing Overview

CLB CLB Billing Description

Note: 
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TKE is a declarative service based on Kubernetes. When you do not need CLB, CBS or other IaaS 

service resources created by TKE, you must delete them in TKE console, otherwise, TKE will re-

create them and continue to charge fees. For example, if you delete a CLB instance in CLB console 

instead of in TKE console, TKE will re-create a CLB instance based on declarative APIs.
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Purchase Instructions
Last updated：2024-12-11 18:11:19

Purchase Notes

Note: 

 If the service is unavailable due to the failure of you to abide by the following suggestions, the 

corresponding service downtime shall not be counted towards the service unavailability period. For 

more information, see .TKE Service Level Agreement

The availability of TKE clusters are relevant to the number of resources (such as Pod, ConfigMap, CRD and 

Event) in the cluster, as well as QPS of Get/List read operations and Patch/Delete/Create/Update write 

operations of the resources. To improve the cluster availability, do not initiate List-like operations for 

clusters with large amount of resources, and do not write too many ConfigMap/CRDs/EndPoints into the 

cluster.

The common List-like operations are as follows (take Pod resources as an example):

Query with a label

kubectl get pod -l app=nginx

Query for a specified namespace

kubectl get pod -n default

Query the Pods across the cluster

kubectl get pod --all-namespaces

Initiate a List request through client-go

k8sClient.CoreV1 .Pods "" .List metav1.ListOptions() ( ) ( {})

If you want to query all resources in the cluster, it is recommended that you use the informer mechanism to 

query through local cache. In some simple scenarios, you can add the ResourceVersion parameter in List to 

query in kube-apiserver cache. For example,  k8sClient.CoreV1().Pods("").List(metav1.ListOpti

ons{ResourceVersion: "0"})  . Note: When you query in kube-apiserver cache, if you initiate List 
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requests frequently to many resources, it still causes high pressure on kube-apiserver memory. It is 

recommended that you use this query method for low-frequency requests.

Recommended Configuration

Refer to the recommended configuration below and choose the model that best suits your requirements, so 

as to prevent cluster unavailability caused by heavy load of the control plane.

Assume that you want to deploy 50 nodes in a cluster and need 2,000 Pods. You need to select a model with 

the maximum number of nodes of 100, but not 50.

Note: 

The nodes indicate Kubernetes nodes, including CVM nodes, BM nodes and external nodes. 

Supernodes are excluded.

The number of Pods includes Pods in all namespaces and in any status, and excludes the Pods 

related to system components such as cni-agent.

ConfigMap does not include the Pods related to system components such as cni-agent.

Maximum other resources refers to the number of resources in the manged cluster excluding 

the Pods, nodes and ConfigMap. For example, for a L100 cluster, the number of the resources, 

such as ClusterRole, Services and Endpoints, cannot exceed 2,500 respectively.

It is recommended that the size of all objects under each type of resource does not exceed 800 

MiB, and the size of each object does not exceed 100 KB.

Cluster 

specificatio

n

Max 

nodes

Max Pods 

(recommended

)

Max ConfigMap 

(recommended)

Maximum CRDs/Maximum other 

resources (recommended)

L5 5 150 128 150

L20 20 600 256 600

L50 50 1,500 512 1,250

L100 100 3,000 1,024 2,500

L200 200 6,000 2,048 5,000

L500 500 15,000 4,096 10,000

L1000 1,000 30,000 6,144 20,000

L3000 3,000 90,000 8,192 50,000

L5000 5,000 150,000 10,240 100,000
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Payment Overdue
Last updated：2024-12-11 18:11:19

Note: 

If you are a customer of a Tencent Cloud partner, the rules regarding resources when there are 

overdue payments are subject to the agreement between you and the partner.

Overdue Payment

Your managed clusters will be processed as instructed below since your account balance falls below 0.

Within 24 hours: Your TKE managed clusters can be used and are billed.

After 24 hours: All managed clusters under the account are in isolated status and are not billed. You 

cannot access the API Server. Applications deployed on the nodes are not affected.

Note: 

 If your account balance is below 0 before 10:00, April 1, 2022 (UTC +8), the TKE managed 

clusters created before 10:00, March 21, 2022 (UTC +8) are isolated after 10:00, April 1, 2022 

(UTC +8).

Processing for Overdue Payments

When the managed clusters are in isolated status, Tencent Cloud will take the following actions:

Note: 

 The following description of overdue payment is only for managed clusters. For Overdue Payment of 

 ,  Instances, see the corresponding descriptions.CVM CLB

Time 

Since 

Isolatio

n

Description

≤ 15 

days

If your account is topped up to a positive balance, billing will resume and the clusters will 

automatically resume the running status.

If your account is not topped up to a positive balance, the clusters will remain isolated.

＞ 15 

days

If overdue payment of your account persists, the clusters will be deleted and cannot be 

recovered. All nodes remaining in the clusters will be removed. We will notify the creator 

Tencent Kubernetes Engine

©2013-2026 Tencent Cloud. All rights reserved. Page 10 of 37

https://intl.cloud.tencent.com/document/product/213/2181
https://intl.cloud.tencent.com/document/product/214/52660


and all collaborators of the Tencent Cloud account through email and SMS when the 

clusters under the account are deleted.
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Quotas and Limits
Last updated：2024-12-11 18:11:19

While using TKE services, you need to consider the service quota applied to TKE, CVM, and managed 

clusters.

TKE Quota Limit

The default TKE quota for each user is as follows. If you want to increase the quota,  for 

application.

submit a ticket

Note: 

From October 21, 2019, the maximum node quota for a cluster has been adjusted to at least 5,000.

Item Default Value Where to Check
Quota Increase 

Allowed or Not

Clusters in a region 20

Bottom-right section 

of the TKE overview 

page

Yes, the upper limit of 

quota is unlimited

Nodes in a cluster 5,000

Image namespaces in 

a region
10

Image repositories in 

a region
500

Tags of an image 100

CVM Quota Limit

CVM instances generated by TKE are subject to purchase limits. For more information, see . 

If you need more quotas than the default,  for application.

Purchase Limits

submit a ticket

Item Default Value Where to Check
Quota Increase 

Allowed or Not

Pay-as-you-go CVM 

instances in an AZ
30 or 60

CVM Instances page 

- Resources in each 

region

Yes
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Cluster Configuration Limit

Note: 

Cluster configuration limits the cluster size and cannot be modified currently.

Item
IP Address 

Range
Affected Scope Where to Check

Modification 

Allowed or 

Not

VPC network 

- Subnet
Custom

Number of nodes that 

can be added to the 

subnet

VPC subnet list 

page for the cluster 

- Number of 

available IP 

addresses

No

You can 

use a 

new 

subnet

Container 

CIDR block
Custom

Maximum number 

of nodes per cluster

Maximum number 

of services per 

cluster

Maximum number 

of Pods per node

Basic information 

page for the cluster 

- Container CIDR 

block

No

K8s Resource Quota Description

Note: 

The following quotas are automatically applied from April 30, 2022 (UTC +8) and cannot be 

adjusted. You can increase the resource quota by upgrading the cluster model.

To adjust your quota,  for application.submit a ticket

Run the following command to check the quota:

kubectl get resourcequota tke-default-quota -o yaml

To check the  tke-default-quota   object of a specified namespace, add  --namespace   to specify 

the namespace.

Note: 

Other K8s resource limit means that the number of all K8s resources in the cluster except Pod, 

Node, and ConfigMap cannot exceed this value. For example, for an L100 cluster, the number of 
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ClusterRole, Service, Endpoint, and other K8s resources cannot exceed 10,000.

CRD refers to the sum of all CRDs in the cluster. If the number of some CRDs increases, the 

number of other CRDs will decrease.

Cluster Model Pods ConfigMap
CRDs/Other K8s 

Resources

L5 600 256 1,250

L20 1,500 512 2,500

L50 3,000 1,024 5,000

L100 6,000 2,048 10,000

L200 15,000 4,096 20,000

L500 30,000 6,144 50,000

L1000 90,000 8,192 100,000

L3000 150,000 10,240 150,000

L5000 200,000 20,480 200,000

Namespace quota

By default, each namespace has the same margin (margin = quota for the current cluster level - amount 

already used by the entire cluster). If you create resources in a namespace, the margin will decrease, and 

the amount available in other namespaces will decrease accordingly after a certain period of time.

If you want to customize the allocation ratio, you can create a  tke-quota-config   ConfigMap under  k

ube-system   to specify the margin allocation ratio for each namespace. 

The following example sets the margin allocation ratio to  50%   for the  default   namespace,  40%   

for the  kube-system   namespace, and  10%   for the rest of the namespaces. If the sum of the set 

percentages exceeds  100%  , TKE considers the ratio invalid and will use the default allocation policy.

apiVersion: v1

data:

  default: "50"

  kube-system: "40"

kind: ConfigMap

metadata:

  name: tke-quota-config
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  namespace: kube-system
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Project of New Resources
Last updated：2024-12-11 18:11:19

Overview

To conduct financial accounting by projects, please take the following into the consideration:

1. Clusters are not project-specific, but CVMs, load balancers and other resources in a cluster are project-

specific.

2. Project of New-added Resource: Only resources newly added to the cluster are allocated to the project.

Notes

1. We recommend you allocate all the resources in a cluster to the same project.

2. If you need to distribute the CVMs in a cluster to different projects, go to the CVM Console to migrate 

projects. For more information, see .Adjusting Project Configuration

3. If CVMs belong to different projects, they belong to different  security group instances  . Try to 

configure the same  security group rules   for the CVMs in the same cluster. For more 

information, see .Changing Security Group
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Purchasing Native Nodes

Native Node Pricing
Last updated：2025-12-22 18:10:41

Pricing

Note: 

Native node is a TKE cloud product billed separately. Its pricing is different from that of that of the 

Cloud Virtual Machine (CVM) service. The billing information of different specifications of native 

nodes is subject to that displayed on the console.

TKE native nodes support multiple types of CVM instances. You can select appropriate instances to deploy 

based on your application scale and business characteristics. TKE charges resources (including CPU, 

memory, GPU, and system disk resources) consumed by native node instances according to the instance 

type and resource specifications.

Billing formula: Fees = Unit price of the native node instance resource configuration * Running time

Billing Item Description

Instance type

Instance types supported by the current native node are as follows: (For more 

information, see )CVM instances

Standard: S2, S4, S5, SA2, SA3, S6, SA5, SA4, S7, S8, SA9

Computing: C3, C4, C5, C6

Memory optimized: M3, MA3, MA4, M5, M6, M8

GPU: GN7, GNV4, PNV4, GN10X, GN10Xp, GT4

High I/O: IT5, ITA5

Resource 

specifications

Resource specifications supported by the current native node are as follows: 

(Subject to those displayed on the console)

CPU: Two cores or more

Memory: 2 GB or more

System disk: Premium Cloud Storage or SSD, 50-1024 GB

GPU: Only GPU native node instances contain GPU resources and support 

only entire GPUs.

Billing Mode

Tencent Kubernetes Engine (TKE) provides two billing modes for the native node instance: yearly/monthly 

subscription and pay-as-you-go, which are suitable for user demands in different scenarios. The details are 

Tencent Kubernetes Engine
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as follows:

Billing Mode Yearly/Monthly Subscription Pay-as-you-go

Payment method Prepaid.
Postpaid (Fees are frozen upon 

purchase and settled hourly)

Billing unit USD/month. USD/second

Unit price Lower. Higher.

Minimum usage 

duration
At least one month.

Billed by second and settled by hour. 

You can purchase or release resources 

at any time.

Use cases

Suitable for mature businesses 

with long-term and stable node 

resource demands.

Suitable for periodic computing 

scenarios such as transcoding, big 

data, and e-commerce flash sale 

campaigns, or tidal online service 

scenarios where Horizontal Pod 

Autoscaler (HPA) is enabled.

Yearly/Monthly Subscription

Billing formula: Payment amount = Number of applied native node instances x Unit price of the native 

node instance resource configuration (monthly subscription) x Monthly subscription duration

Yearly/Monthly subscription is a prepaid billing mode for TKE native node instances. It requires paying fees 

for one or more months, even years in advance. It is generally more cost-effective compared to the pay-as-

you-go billing mode. Before the purchase of monthly subscription native node instances, check the available 

balance in your cloud account. If the balance is insufficient to cover the amount deducted by the system, top 

up before the purchase.

Pay-as-you-go

Billing formula: Fees = Number of requested native node instances × Unit price of the native node 

instance resource configuration (by usage) × Usage duration

When you activate a pay-as-you-go native node instance, the fees (including CPU, memory, GPU, and 

system disk fees) for 1-hour usage based on the resource configuration unit price will be frozen in your 

account balance as a deposit. You will then be billed by the hour (Beijing time) for your usage over the past 

hour. When you purchase a native node instance, the unit price will be listed as an hourly fee. However, you 

will actually be billed by the second and the fees will be rounded to the nearest two decimal places. Billing 

starts from the second the native node instance is purchased and stops the second the instance is 

terminated. When the instance is terminated, the frozen amount will be unfrozen.

References
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Overdue Payment
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Payment Overdue
Last updated：2024-12-23 15:39:02

If your account has overdue payment, a notification will be sent to you. Once receiving it, please go to the 

 in the console and pay the past due charges in time to prevent your business from being 

affected. This document will provide detailed information on overdue payment of native nodes.

Billing Center

Alerting

Reminde

r Type
Description

Expirati

on

Seven days before cluster resource expiration, the system will send an expiration alert to 

your Tencent Cloud account creator, global resource collaborators, and financial 

collaborators by email and SMS.

Overdue 

payment

On the day of and after cluster resource expiration, the system will send an overdue 

payment alert to your Tencent Cloud account creator and all collaborators by email and 

SMS.

Repossession

Note: 

Suspension: When the resource of a user is suspended, the user cannot use the resource any 

more. However, data of the resource is not deleted, and the user can resume the resource.

Release: Data of a resource is deleted, and the resource cannot be resumed.

Pay-as-you-go instance repossession mechanism

Starting from the point when your account balance becomes negative, the native node instances are still 

available for the next two hours, and the billing continues. Two hours later, if your account is still not 

topped up to a balance greater than zero, the native node instances will be suspended and released (the 

node resources will be terminated, and data cannot be restored).

If your account is topped up to a balance greater than zero two hours after your account has overdue 

payments, the fees of the native node instances will be calculated and deducted according to the pay-

as-you-go billing rules.
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Refund Instructions for Yearly/Monthly

Subscription Instances
Last updated：2025-12-22 18:15:02

To make it more convenient for you to use the Tencent Kubernetes Engine (TKE) native node mode, if you 

are unsatisfied after purchasing a yearly/monthly subscription native node, we offer a self-service return and 

refund. Each account holder can enjoy a five-day unconditional refund of 1 native node instance at a time, 

with the valid payment amount returned to your Tencent Cloud account. Additionally, you can also enjoy a 

standard self-service refund, where the refund amount is calculated by deducting your used resource fees 

and returned to your Tencent Cloud account based on the proportion of cash and free credits used for the 

purchase. All these operations can be performed by yourself through the TKE console. For operation details, 

see .Deleting a Native Node

Five-Day Unconditional Self-Service Refund

TKE native nodes comply with the requirements of Tencent Cloud . 

If you are not satisfied after purchasing a native node, we support a five-day unconditional self-service 

refund. The specific rules are as follows:

Instruction on Refunds for Cloud Services

Each account holder’s prepaid yearly/monthly subscription native node enjoys a default five-day 

unconditional return for 1 native node within five days (including five days) from the date of new 

purchase.

For orders that qualify for the five-day unconditional refund, the refund amount equals the total amount 

consumed at the time of purchase, including the amount of the cash account, the amount of the income 

transferred to the account, and the amount of the gift account.

If the return involves a native node purchased as part of a promotional campaign, and the refund policy 

conflicts with the campaign policy, the campaign policy shall prevail.

Tencent Cloud reserves the right to reject refund requests in cases of suspected abnormal or malicious 

return activities.

Note:

The deducted promo vouchers are non-refundable.

The refund amount will be fully refunded to the balance of your Tencent Cloud account.

Standard Self-Service Refund

For a standard self-service refund, the refund amount is returned to your Tencent Cloud account based on 

the proportion of cash and free credits used for the purchase.

Tencent Kubernetes Engine

©2013-2026 Tencent Cloud. All rights reserved. Page 21 of 37

https://intl.cloud.tencent.com/document/product/457/54487
https://intl.cloud.tencent.com/document/product/555/7440


Standard Self-Service Refund Limitations

For return orders that do not meet the five-day unconditional refund policy, the refund policy is as follows: 

each account supports up to 199 yearly/monthly subscription native node instances for self-service refund 

through the console annually. For a standard self-service refund, the refund amount is returned to your 

Tencent Cloud account based on the proportion of cash and free credits used for the purchase.

Standard Self-Service Refund Rules

Refund amount = Current effective order amount + Unstarted order amount - Value of used resources

Current effective order amount: It refers to the payment amount of orders in effect, excluding discounts 

and promo vouchers.

Unstarted order amount: It refers to the payment amount of future-effective orders, excluding promo 

vouchers.

Value of used resources: On the day when the user initiates a refund, if the native node has been used 

for a full month, the deduction will be based on the yearly/monthly subscription price and corresponding 

discount for the full month used. If the native node is used for less than a full month, the deduction will 

be based on the pay-as-you-go price for the usage duration (in the unit of seconds).

Note:

If the refund amount is less than or equal to 0, it will be calculated as 0, and the resources will be 

reclaimed.

Self-Service Refund Instructions for Yearly/Monthly Subscription Native 

Node Instances

After a self-service refund of a yearly/monthly subscription instance, the system disk mounted to the 

instance will be reclaimed along with the instance, and the stored data will be lost. If the data disk 

mounted to the instance is retained, the data will be unaffected.

After a self-service refund of a yearly/monthly subscription instance, the services running on the 

instance will be completely interrupted, and related resources will be completely released. Renewal 

recovery is not supported.

If a yearly/monthly subscription instance is bound to an Elastic IP (EIP) instance during creation, the IP 

address resources will be released with the instance after instance termination.

Tencent Cloud reserves the right to reject refund requests in cases of suspected abnormal or malicious 

return activities.

Self-Service Refund Billing Rule Examples for Native Nodes

Note:
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The following prices are for example only and may not match those on the official website. Actual 

unit prices are subject to changes in promotions or policies. The actual unit prices in the console 

shall prevail.

Case Background

There is a Guangzhou Zone 2 S2 instance with the specification of S2.SMALL1, featuring 1 core and 1 GB, 

and a 10 GB Premium Disk (system disk), with no bandwidth included. The list price is USD 85 per month. 

Use the USD 200 promo voucher to purchase the instance for 1 year, and a 30% discount off the yearly 

subscription price is enjoyed.

The discount amount is calculated as follows: 85 x 12 x 0.7 = 714 (USD).

The payment amount is calculated as follows: 714 - 200 = 514 (USD).

Five-Day Unconditional Return Scenario

If the user is not satisfied within five days of purchase and requests a refund, this will be the first refund for 

the account holder.

Refund amount = Actual payment price of USD 514

Standard Self-Service Refund Scenarios

Case 1

The refund is within five days of purchase, and this is the first refund of the account this year.

Refund cash amount = Actual payment amount of USD 514

Case 2

The refund is within five days of purchase, and this is not the first refund of the account this year, with a 

total usage duration of 48 hours.

Refund cash amount = 514 - 48 x 0.29 = 500.08 (USD).

Note:

USD 0.29 is the unit price for a pay-as-you-go instance with the same configuration.

Case 3

The refund is within five days of purchase, and this is not the first refund of the account this year, with a 

total usage duration of 48 hours. During this period, the subscription is renewed for another 1 year at a 30% 

discount off the yearly subscription price on the official website, with an actual renewal payment amount of 

USD 714.

Refund cash amount = 514 - 48 x 0.29 + 714 = 1,214.08 (USD).
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Note:

48 x 0.29 is the refund amount for the effective order, and USD 714 is the unstarted order amount.
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Purchasing a Super Node

Resource Specifications
Last updated：2023-05-06 17:36:46

Overview

TKE serverless clusters free you from managing cluster nodes. However, to properly allocate resources and 

accurately calculate fees, you need to specify resource specifications for Pods when deploying a workload. 

Tencent Cloud allocates computing resources to the workload and calculates the corresponding fees based 

on the specified specifications.

When you use the Kubernetes API or kubectl to create a workload for a TKE serverless cluster, you can use 

annotations to specify resource specifications. If annotations are not used, the TKE serverless cluster will 

calculate the specifications based on the container parameters set for the workload, such as Request and 

Limit. For more information, see .Specifying Resource Specifications

Note

The resource specifications indicate the maximum amount of resources available for containers 

in a Pod.

The following tables list the supported CPU and GPU specifications. Ensure that allocated 

resources do not exceed the supported specifications.

The total amount of resources specified by Request for all the containers in a Pod cannot 

exceed the highest Pod specification.

The amount of resources specified by Limit for any container in a Pod cannot exceed the 

highest Pod specification.

CPU Specifications

The following table lists CPU specifications that TKE serverless clusters provide for Pods in all regions where 

CPU resources are supported. TKE serverless clusters also provide a set of CPU options. Different CPU sizes 

correspond to different memory ranges. Select the CPU specification as needed when creating a workload.

Intel

CPU (Cores) Memory Range (GiB) Memory Range Granularity (GiB)

0.25 0.5, 1, 2 -

0.5 1, 2, 3, 4 -
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1 1–8 1

2 2, 4–16 1

4 8–32 1

8 16–32 1

12 24–48 1

16 32–64 1

Star Lake AMD

Based on Tencent Cloud’s self-developed Star Lake servers, EKS provides reliable, secure, and stable high 

performance. For more information, see .Standard SA2

CPU (Cores) Memory Range (GiB) Memory Range Granularity (GiB)

1 1–4 1

2 2–8 1

4 4–16 1

8 8–32 1

16 32–64 1

GPU Specifications

The following table lists the GPU specifications that TKE serverless clusters provide for Pods. Different GPU 

card models and sizes map to different CPU and memory options. Select the GPU specification as needed 

when creating a workload.

Note

If you want to create, manage, and use GPU workloads using a YAML file, see 

 for reference.

Annotation 

Description

GPU Model GPU CPU (Cores) Memory (GiB)

NVIDIA Tesla V100 - 1 1 8 40

NVIDIA Tesla V100 - 2 2 18 80
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NVIDIA Tesla V100 - 4 4 36 160

NVIDIA Tesla V100 - 8 8 72 320

1/4 NVIDIA T4 - 1/4 1 4 20

1/2 NVIDIA T4 - 1/2 1 10 40

NVIDIA T4 - 1 1 8 32

NVIDIA T4 - 1 1 20 80

NVIDIA T4 - 1 1 32 128

NVIDIA T4 - 2 2 40 160

NVIDIA T4 - 4 4 80 320

NVIDIA A10 - PNV4 - 1 1 28 116

NVIDIA A10 - PNV4 - 2 2 56 232

NVIDIA A10 - PNV4 - 4 4 112 466

NVIDIA A10 - PNV4 - 8 8 224 932

NVIDIA A10 - GNV4 - 1 1 12 44

NVIDIA A10 - GNV4v - 1/4 1 6 24

NVIDIA A10 - GNV4v - 1/2 1 14 58

NVIDIA A10 - GNV4v - 1 1 28 116
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Super Node Pricing
Last updated：2026-04-14 16:56:29

The following pricing takes effect from 00:00 on July 1, 2023 (UTC +8).

Pay-as-You-Go Pricing

TKE Serverless Cluster is billed based on the resource specification and usage. Fee = Billable item 

specification × Resource price per unit time × Running time (in seconds) . For details on specifications of 

billable items, see .Resource Specifications

Intel Pod Pricing

Region

Billable items

CPU 

(USD/core/seco

nd)

Memory 

(USD/GiB/secon

d)

Premium cloud 

disk 

(USD/GB/secon

d)

Free of charge 

of the first 20 

GB

SSD cloud disk 

(USD/GB/secon

d)

Free of charge 

of the first 20 

GB

Shanghai, 

Beijing, 

Guangzhou, 

Nanjing, 

Chongqing, 

Chengdu, 

Wuhan, 

Changsha, 

Zhengzhou, 

Xi'an, Shenyang, 

Fuzhou, Hefei, 

Jinan, 

Hangzhou, 

Shijiazhuang, 

Shanghai 

Finance, 

Shenzhen 

Finance, Beijing 

Finance, 

Shanghai ADC, 

Japan, Thailand, 

0.000004976 0.000002073 0.00000003 0.0000001
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Silicon Valley, 

Virginia, Sao 

Paulo

Hong Kong 

(China), Taipei 

(China), 

Singapore

0.000004976 0.000002248 0.00000002 0.0000001

Seoul, Frankfurt 0.000005224 0.000002612 0.00000002 0.0000001

Jakarta 0.000005804 0.000002902 0.00000002 0.0000001

AMD Pod Pricing

Region

Billable items

CPU 

(USD/core/seco

nd)

Memory 

(USD/GiB/secon

d)

Premium cloud 

disk 

(USD/GB/secon

d)

Free of charge 

of the first 20 

GB

SSD cloud disk 

(USD/GB/secon

d)

Free of charge 

of the first 20 

GB

Shanghai, 

Beijing
0.00000269 0.00000133 0.00000003 0.0000001

Guangzhou, 

Wuhan, 

Changsha, 

Zhengzhou, 

Xi’an, Shenyang, 

Fuzhou, Hefei, 

Jinan, 

Hangzhou, 

Shijiazhuang

0.00000253 0.00000133 0.00000003 0.0000001

Shanghai 

Finance, 

Shenzhen 

Finance, Beijing 

Finance, 

Shanghai Auto-

Driving Cloud

0.00000410 0.00000203 0.00000003 0.0000001
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Hong Kong 

(China), Taipei 

(China), Japan, 

Singapore, 

Thailand, 

Virginia, Sao 

Paulo, Frankfurt

0.00000361 0.00000182 0.00000002 0.0000001

Silicon Valley 0.00000299 0.00000149 0.00000003 0.0000001

Chongqing, 

Chengdu, 

Nanjing

0.00000219 0.00000127 0.00000003 0.0000001

Toronto, Seoul, 

Jakarta
0.00000361 0.00000182 0.00000003 0.0000001

GPU V100 Pod Pricing

Measure

ment

Price (per 

second)
Price (per hour) Remarks

GPU
0.00047429 

USD per card

1.7074 USD per 

card

It is also appliable to vGPU. vGPU is priced by 

this price multiplied by the virtualization factor 

(0.25, 0.5)

CPU
0.00000859 

USD per core

0.0309 USD per 

core
-

Memory
0.00000503 

USD per GiB

0.0181 USD per 

GiB
-

GPU T4 Pod Pricing

Measure

ment

Price (per 

second)
Price (per hour) Remarks

GPU
0.00021001 

USD per card

0.756 USD per 

card

It is also appliable to vGPU. vGPU is priced by 

this price multiplied by the virtualization factor 

(0.25, 0.5)

CPU
0.0000035 

USD per core

0.013 USD per 

core
-

Memory
0.0000035 

USD per GiB

0.013 USD per 

GiB
-
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GPU A10 Pod Pricing

GNV4v

Measure

ment

Price (per 

second)
Price (per hour) Remarks

GPU
0.00028453 

USD per card

1.0243 USD per 

card

It is also appliable to vGPU. vGPU is priced by 

this price multiplied by the virtualization factor 

(0.25, 0.5)

CPU
0.00000308 

USD per core

0.0111 USD per 

core
-

Memory
0.00000154 

USD per GiB

0.0055 USD per 

GiB
-

License
0.00002122 

USD each

0.0764 USD 

each
-

GNV4

Measure

ment

Price (per 

second)
Price (per hour) Remarks

GPU
0.00028453 

USD per card

1.0243 USD per 

card

This is also appliable to vGPU. vGPU is priced 

by this price multiplied by the virtualization 

factor (0.25, 0.5)

CPU
0.00000482 

USD per core

0.0174 USD per 

core
-

Memory
0.00000241 

USD per GiB

0.0087 USD per 

GiB
-

License
0.00002122 

USD each

0.0764 USD 

each
-

PNV4

Measure

ment

Price (per 

second)
Price (per hour) Remarks

GPU
0.00028453 

USD per card

1.0243 USD per 

card

It is also appliable to vGPU. vGPU is priced by 

this price multiplied by the virtualization factor 

(0.25, 0.5)
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CPU
0.00000308 

USD per core

0.0111 USD per 

core
-

Memory
0.00000154 

USD per GiB

0.0055 USD per 

GiB
-

Running Time of Pay-as-You-Go Pricing Pod 

The running time is the period from when the pod's resources are allocated and ready to pull the first 

container image, to when the pod stops running. This time period is measured in seconds and is used for 

pricing.

Yearly/Monthly Subscription Pricing

Intel Pod Precise Specifications Yearly/Monthly Subscription

Region AZ

Billable Item

CPU 

(USD/core/month)

Memory 

(USD/GB/month)

Beijing, Shanghai, 

Guangzhou, 

Chengdu, 

Chongqing, 

Nanjing

- 7.31 3.28

Wuhan, 

Changsha, 

Zhengzhou, Xi'an, 

Shenyang, 

Fuzhou, Hefei, 

Jinan, Hangzhou, 

Shijiazhuang

- 7.31 3.58

Sao Paulo, 

Virginia, Mumbai, 

Jakarta, Bangkok, 

Toronto, 

Singapore, 

Frankfurt, Silicon 

Valley

- 7.46 3.73

Singapore Singapore Zone 1, 

Singapore Zone 2, 

8.36 4.93
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Singapore Zone 3

Hong Kong 

(China)
- 8.66 4.48

Singapore Singapore zone 4 9.85 4.93

Taipei (China), 

Seoul, Tokyo
- 9.85 4.93

Shenzhen, 

Tianjin, Shanghai 

Finance, 

Shenzhen 

Finance, Beijing 

Finance, 

Shanghai Self-

driving Cloud

- 10.75 5.37

AMD Pod Precise Specifications Yearly/Monthly Subscription

Region AZ

Billable Item

CPU 

(USD/core/month)

Memory 

(USD/GB/month)

Guangzhou, 

Chengdu, 

Chongqing, 

Wuhan, 

Changsha, 

Zhengzhou, Xi'an, 

Shenyang, 

Fuzhou, Hefei, 

Jinan, Hangzhou, 

Shijiazhuang, 

Nanjing

- 5.22 2.39

Beijing and 

Shanghai
- 5.37 2.54

Silicon Valley - 5.37 2.69

Sao Paulo, 

Virginia, Mumbai, 

Jakarta, Bangkok, 

Toronto, 

- 6.42 3.43
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Singapore, 

Frankfurt

Hong Kong 

(China), Taiwan 

(China)

- 6.72 3.43

Tokyo, Seoul - 7.01 3.43

Shanghai 

Finance, 

Shenzhen 

Finance, Beijing 

Finance

- 7.76 4.03

Shenzhen, Tianjin - 8.06 4.03

Shanghai 

Autonomous 

Driving

- 8.06 3.58

Note:

Unspecified AZs generally refer to AZs other than those specified.

Precise specifications in yearly/monthly subscription mode support selection of Intel and AMD 

types.

Billing Examples

Precise Specifications Yearly/Monthly Subscription

Example 1

Purchase of an AMD Super Node with precise specifications on a yearly/monthly subscription basis in the 

Virginia region, with total specifications of 16C32G x 100 Pods for 1 month. The total cost is (6.42 × 16 + 

3.43 × 32) x 100 = 21248 USD. This node can schedule 100 Pod resources of 16C32G that meet the rules for 

precise specifications yearly/monthly subscription Super Nodes.

Pay-As-You-Go

Example 1

Assume that there is a Deployment in Virginia, whose resource specification is 2C4G with 2 replicas. It takes 

5 minutes (300 seconds) from the time when the Deployment is started to the time it ends.

In this case, the fee of the Deployment = 2 × (2 × 0.000004976 + 4 × 0.000002073) × 300 = 0.0109464 

USD.

Example 2
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Assume that a CronJob in Silicon Valley needs to start 10 4C8G AMD Pods each time and terminate the 

Pods 10 minutes (600 seconds) later. If the CronJob executes the job twice a day, the task is billed as 

follows:

Daily task fee = 2 × 10 × (4 × 0.00000299 + 8 × 0.00000149) × 600 = 0.28656 USD.
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Spot Mode
Last updated：2024-12-24 16:47:48

Spot Mode Overview

You can purchase resources with low costs in the spot mode of TKE Serverless Cluster. In some scenarios, 

you can pay a price lower than that of the pay-as-you-go instances to run Pods until they are interrupted 

and repossessed by Tencent Cloud, greatly reducing the costs.

When using the spot mode, you can deploy workloads in containers just like you are using other pay-as-

you-go resources.

Spot Mode Policy

Price policy

A fixed discount (80% off) is used by the spot mode of TKE Serverless Cluster. That means the Pod 

resources with all specifications are sold at the fixed discount (80% off) of the original prices defined in 

.Product Pricing

Note: 

The discount only applies to the billable items (CPU, memory and GPU) of resources in the Pods. It 

is not applicable to resources such as network bandwidth, network traffic and persistent storage.

Interruption and repossessing mechanism

In the spot mode, when the resources in Tencent Cloud computing resource pool are insufficient, the 

assigned Pods are interrupted and repossessed randomly. Note that the cache data in the Pods will not be 

retained.

The following events may occur when the Pods are interrupted and repossessed:

EVENT REASON : “SpotPodInterruption”

EVENT MESSAGE : “Spot pod was interrupted, it will be killed and re-

created”

Use Cases

Short-time emergent and periodic tasks

The spot mode is suitable for workloads that do not run for a long time. For example, video transcoding, 

video rendering, service stress testing, batch computing and crawlers.
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Divisible computing tasks

The spot mode is suitable for systems that can divide long-term tasks into fine-grained tasks for computing 

based on the objects, such as EMR and other big data suite.

Stateless computing tasks or tasks supporting checkpoint restart

It is suitable for workloads that put the intermediate computing results on the persistent storage and 

continue the computing after being restarted when Pods are repossessed.

It is suitable for stateless workloads that support automatic load balancing and service discovery, and 

workloads that can be restarted when the Pods are repossessed.

Enabling the Spot Mode

You can enable the spot mode for a workload by adding the following Pod template annotation in the 

workload YAML.

eks.tke.cloud.tencent.com/spot-pod  "true":

For more information, see .Annotation
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