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Product Introduction
Overview

Last updated: 2026-02-04 14:16:29

Introduction

Hyper Computing Cluster (Tencent Hyper Computing Cluster) takes high—performance CVMs as nodes and
interconnects with RDMA (Remote Direct Memory Access), providing high bandwidth and ultra—low latency
network services, significantly improving network performance, and meeting the parallel computing

requirements of large—scale high—performance computing, artificial intelligence, big data recommendation,

and other applications.
Basic Concepts

Before using Hyper Computing Cluster, you need to understand the following concepts:

Concept Description

Computing resources on the public cloud, including basic computing resources such as

Instance
CPU, memory, operating system, network, and disk.
Instance . .
specifica Configurations of CPU, memory, storage, and network for high—performance CVM
tiZn instances provided by Tencent Cloud.
| Images of high—performance CVM instances, including preset images on Windows, Linux,
mage
J and other systems.
Local . . . .
disk A device on the physical server that can be used for persistent storage by an instance.
CBS A distributed and persistent block storage device that can serve as the system disk or an
disk expandable data disk of an instance.
VPC A logically isolated virtual network space on Tencent Cloud.
Tencent Cloud provides private |IP addresses and public IP addresses. Simply put, private
IP IP addresses provide local area network (LAN) services for communication between high—
address performance CVMs. Public IP addresses are used when users access Internet services
from high—performance CVM instances.
Elastic Static public IP addresses designed especially for dynamic networks to meet the
IP demands for fast troubleshooting.
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address
S ¢ A security group is a virtual firewall that supports stateful inspection and packet filtering.
ecuri
Y It controls network access for one or more high—performance CVMs, serving as a critical
rou
group network security isolation measure.
Login : . : :
High—security SSH keys and connection passwords can be used for login.
method
Re The location of instances and other resources. High—performance CVM instances in the
egion
ogIJAZ same region but different AZs within the same VPC can communicate with each other
an
using private IP addresses.
Tencent
Cloud Web-based UL
console

Using Hyper Computing Cluster

Tencent Cloud allows you to configure and manage Hyper Computing Cluster instances in the following
ways:
Console: You can use the web-based console of CVM to configure and manage Hyper Computing

Cluster instances.

API: Tencent Cloud also provides APIs to conveniently manage Hyper Computing Cluster instances. For

API details, see AP| Overview.

SDK: You can use SDK or Tencent Cloud's TCCLI to call APlIs.

Hyper Computing Cluster is one of the CVM instance families, and the user experience is consistent with
that of CVM. See CVM Strengths.

@ Note:

If you have not used Hyper Computing Cluster, see Getting Started to get started.

Instance Type

For detailed specifications of Hyper Computing Cluster instances, see Instance Specifications.

Billing Overview

For billing of Hyper Computing Cluster instances, see Billing Overview.
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Strengths

Strengths of Hyper Computing Cluster

Super Computing Power

Achieve computing without virtualization loss and maintain server performance based on an elastic high—

performance CVM architecture.

Support fully automated production and auto scaling, featuring flexibility and extreme performance.
High-Performance Storage

Support flexible storage capacity expansion with COS (COS) or CFS (CFS) and ensure strong

consistency among three replicas.

Offer ultra—fast 10 instances for selection in heavy IO load and local caching scenarios when used jointly
with local NVMe SSDs.

High-Speed Network Plane

Support VPC and non-blocking RoCEv2 RDMA network for inter—node connection with transmission

latency as low as 2 us, widely supporting Ethernet-based applications.

Use intelligent 25G network cards and a VPC network with a PPS of 10 million to help users build cloud—

native high—performance computing applications with file storage and other services.
Comparison with Local Supercomputing Clusters

Hyper Computing Cluster has the following advantages over local supercomputing clusters:

. . ) Local Supercomputing
Dimension Feature Hyper Computing Cluster

Cluster
Hardware Computing resource . .
Flexible Inflexible
resource supply
Auto scaling of . .
. Flexible Inflexible
computing resources
Hardware iteration
Flexible Inflexible
and upgrade
Storage resource . .
Flexible Inflexible

switching
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Software
resource

Network

Cost

Availabilit
y

Virtualization

Hardware resource
maintenance

Operating system type
Operating
environment
configuration

VPC

RDMA network
Maintenance cost
Purchase cost

Disaster recovery

Security
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Flexibly supported

Simple

Flexible

Simple

Supported

Supported

Low

Pay-as—you-go
High

High

Hyper Computing Cluster

Partially supported

Complex

Inflexible

Complex

Not supported

Supported

High

One-time large investment
Partially supported

Partially supported
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Scenarios

Last updated: 2024-08-20 16:52:24

Large-Scale Al Training

Scenarios such as autonomous driving, NLP, and recommendation systems are characterized by large data
volumes and intensive computing. Hyper Computing Cluster instances can support high—speed, low-latency
RDMA network interconnection and the next—generation CPU architecture and heterogeneous GPU

components for the computing of compute—intensive workloads. In this way, it can meet business needs of

high computing performance, stability, and timeliness.

Industrial Simulation

Many manufacturing enterprises in automobile, aviation, and other industries need to use simulated
computing to drive design. The high—performance computing clusters built by enterprises themselves require
large investments and long cycles, and it is difficult to continuously meet the demand. Hyper Computing
Cluster instances can be quickly deployed and elastically scaled. Through the high—speed, low-latency RDMA
network and the latest CPU architecture, Hyper Computing Cluster instances implement parallel processing
to quickly meet the simulation demands of enterprises in aerospace, industrial manufacturing, and other

industries and promote product R&D promptly.

Life Sciences

Hyper Computing Cluster instances can use the high—speed, low-latency RDMA network to conduct large—
scale molecular dynamics simulations, predict and analyze the interactions between and changes of

biological protein molecules and lipid molecules, and assist in drug research.

Scientific Research and Education

Hyper Computing Cluster instances can provide supercomputing platforms for universities and research

institutions for numerical simulation, numerical computation, simulation verification, and other applications.
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Instance Specifications

Last updated: 2026-02-04 10:43:47

Hyper Computing Cluster takes high—performance CVM instances as nodes and interconnects them through
RDMA. It provides network services with high bandwidth and ultra—low latency, significantly improves
network performance, and meets the parallel computing demands of large—scale high—performance

computing, Al, big data recommendation, and other applications.

Instance Overview

Hyper Computing Cluster provides instances of the following specifications:

Purcha Instance .
e Instance o GPU Available Image
Recom TencentOS Server 3.1 (TK4)
mende UEFI Edition
d Ubuntu Server 24.04 LTS
UEFI Edition (Beta)
HECPRVS GPU Nvidia H800 Ubuntu Server 22.04 LTS
(TK4) UEFI Edition
Ubuntu Server 20.04 LTS
(TK4) UEFI Edition
TencentOS Server 3.1 (TK4)
UEFI Edition
Ubuntu Server 24.04 LTS
UEFI Edition (Beta)
HCCPNV5v GPU Nvidia H800 Ubuntu Server 22.04 LTS
(TK4) UEFI Edition
Ubuntu Server 20.04 LTS
(TK4) UEFI Edition
TencentOS Server 2.4 (TK4)
Ubuntu Server 24.04 LTS
HCCPNV4sne GPU Nvidia A800 (Beta)
Ubuntu Server 22.04 LTS
(TK4)
HCCPNV4sn GPU Nvidia A800 TencentOS Server 2.4 (TK4)
Ubuntu Server 24.04 LTS
(Beta)
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Ubuntu Server 22.04 LTS
(TK4)

TencentOS Server 2.4 (TK4)

Ubuntu Server 24.04 LTS
(Beta)

HCCPNV4h GPU Nvidia A100 Ubuntu Server 22.04 LTS
(TK4)

Ubuntu Server 18.04 LTS
CentOS 7.6

TencentOS Server 3.1 (TK4)
UEFI Edition

Ubuntu Server 24.04 LTS
UEFI Edition (Beta)

Ubuntu Server 22.04 LTS
(TK4) UEFI Edition

Ubuntu Server 20.04 LTS
(TK4) UEFI Edition

HCCPNVG6 GPU Nvidia GPU

TencentOS Server 3.1 (TK4)
Beta UEFI Edition

Testi
estn N Ubuntu Server 22.04 LTS
9 HCCPNV6e GPU Nvidia GPU (TK4) UEF Edition

Ubuntu Server 20.04 LTS
(TK4) UEFI Edition

TencentOS Server 3.1 (TK4)
UEFI Edition

Ubuntu Server 22.04 LTS
(TK4) UEFI Edition

Ubuntu Server 20.04 LTS
(TK4) UEFI Edition

HCCPNV5b GPU Nvidia GPU

Availa TencentOS Server 2.4 (TK4)
ble Ubuntu Server 24.04 LTS

HCCG5vm GPU Nvidia V100 (Beta)
Ubuntu Server 18.04 LTS

CentOS 7.6

HCCG5v GPU Nvidia V100 TencentOS Server 2.4 (TK4)

Ubuntu Server 24.04 LTS
(Beta)
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Ubuntu Server 18.04 LTS
CentOS 7.6

TencentOS Server 2.4 (TK4)
HCCS5 Standard - Ubuntu Server 18.04 LTS
CentOS 7.6

TencentOS Server 2.4 (TK4)
HCCIC5 Compute - Ubuntu Server 18.04 LTS
CentOS 7.6

Instance Specifications

Refer to the introduction below to choose the instance specifications that meet your business needs,

especially the minimum requirements for CPU, memory, GPU, and other resources.

GPU HCCPNV5

The GPU HCCPNV5 instance is the latest instance equipped with NVIDIA® H800 Tensor Core GPU. GPUs
support 400 GB/s NVLink interconnection, and instances support 3.2 Tbps RDMA interconnection, offering

high performance.

@ Note:

The instance is temporarily on an allowlist basis. Please contact your pre—sales manager to enable

purchase permission.

Application Scenario

HCCPNV5 has strong floating—point computing capability and applies to large—scale Al and scientific
computing scenarios.

Large—scale deep learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, and molecular

modeling.

Hardware Specifications

CPU: 2.6 GHz Intel® Xeon® Sapphire Rapids processor with a turbo frequency of 3.1 GHz.

GPU: 8 x NVIDIA® H800 NVLink® 80GB (FP32 64 TFLOPS, TF32 494 TFLOPS, BF16 989 TFLOPS,
400GB/s NVLink®).
Memory: 8—channel DDR5.
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Storage: 8 x 6,400 GB NVMe SSDs for high—performance local storage. CBS disks can be used as

system and data disks, supporting on—-demand expansion.

Network: Support 100 Gbps private network bandwidth and 3.2 Tbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, and ENIs can

be mounted.
Clock RDMA
Specificat S Memory Speed/Tu SR GPU S
v u
ion (GiB) rbo Boost Memory o 9
|
(GHz)
Nvidi 2T
HCCPNVS 192 2048 2.6/3.1 vidia 80GB x 8 o2 1PPS
H800 x 8 RoCEv2
@ Note:

GPU driver: Consider installing NVIDIA Tesla driver version 535 or later for NVIDIA H800 series.
535.54.03 (Linux) and 536.25 (Windows) are recommended. For driver version information, see the
NVIDIA official documentation.

GPU HCCPNV5v

The GPU HCCPNV5v instance is the latest instance equipped with NVIDIA® H800 Tensor Core GPU. GPUs
support 400 GB/s NVLink interconnection, and instances support 3.2 Tbps RDMA interconnection, offering
high performance.

@ Note:
The instance is temporarily on an allowlist basis. Please contact your pre—sales manager to enable

purchase permission.

Application Scenario

HCCPNV5v has strong floating—point computing capability and applies to large-scale Al and scientific
computing scenarios.

Large—scale deep learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, and molecular

modeling.
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Hardware Specifications

CPU: 2.6 GHz Intel® Xeon® Sapphire Rapids processor with a turbo frequency of 3.1 GHz.

GPU: 8 x NVIDIA® H800 NVLink® 80GB (FP32 64 TFLOPS, TF32 494 TFLOPS, BF16 989 TFLOPS,
400GB/s NVLink®).
Memory: 8—channel DDR5.

Storage: 8 x 6,400 GB NVMe SSDs for high—performance local storage. CBS disks can be used as

system and data disks, supporting on—-demand expansion.
Network: Support 100 Gbps private network bandwidth and 3.2 Tbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, and ENIs can

be mounted.

Clock SR
Specificat o Memory Speed/Tu — GPU o

v nfigur.
ion (GiB) rbo Boost Memory t'(c))n gura
i

(GHz)
HCCPNVS o) 1939 2.6/3.1 Nvidia 80GBx 8 o2 1bps
v H800 x 8 RoCEv2
@ Note:

GPU driver: Consider installing NVIDIA Tesla driver version 535 or later for NVIDIA H800 series.
535.54.03 (Linux) and 536.25 (Windows) are recommended. For driver version information, see the

NVIDIA official documentation.

GPU HCCPNV4sne

The GPU HCCPNV4sne instance is a new instance equipped with NVIDIA® A800 Tensor Core GPU. GPUs
support 400 GB/s NVLink interconnection, and instances support 1.6 Tops RDMA interconnection, offering

high performance.

@ Note:

The instance is temporarily on an allowlist basis. Please contact your pre—sales manager to enable

purchase permission.

Application Scenario
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HCCPNV4sne has strong floating—point computing capability and applies to large—scale Al and scientific
computing scenarios.

Large—scale deep learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, molecular modeling,

and gene sequencing.
Hardware Specifications

CPU: 2.7 GHz Intel® Xeon® Ice Lake processor with a turbo frequency of 3.3 GHz.

GPU: 8 x NVIDIA® A800 NVLink® 80GB (FP64 9.7 TFLOPS, TF32 156 TFLOPS, BF16 312 TFLOPS,
400GB/s NVLink®).
Memory: 8—channel DDR4.

Storage: 4 x 6,400 GB NVMe SSDs for high—performance local storage. CBS disks can be used as

system and data disks, supporting on—-demand expansion.
Network: Support 100 Gbps private network bandwidth and 1.6 Tbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, and ENIs can

be mounted.

Clock SR
Specificat o Memory Speed/Tu — GPU o

v nfigur.
ion (GiB) rbo Boost Memory t'cc))n gura
i

(GHz)
HCCPNVA 104 1929 27/3.3 Nvidia soGBx g 0 TPPS
she A800 x 8 RoCEv2
@ Note:

GPU driver: NVIDIA Tesla driver version 450 or later needs to be installed for NVIDIA A800 series.
460.32.03 (Linux) and 461.33 (Windows) are recommended. For driver version information, see the

NVIDIA official documentation.

GPU HCCPNV4sn

The GPU HCCPNV4sn instance is a new instance equipped with NVIDIA® A800 Tensor Core GPU. GPUs
support 400 GB/s NVLink interconnection, and instances support 800 Gbps RDMA interconnection, offering

high performance.
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@ Note:

The instance is temporarily on an allowlist basis. Please contact your pre—sales manager to enable
purchase permission.

Application Scenario

HCCPNV4sn has strong floating—point computing capability and applies to large—scale Al and scientific
computing scenarios.

Large-scale deep learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, molecular modeling,

and gene sequencing.
Hardware Specifications

CPU: 2.55GHz AMD EPYC™ Milan, with turbo boost up to 3.5GHz.

GPU: 8 x NVIDIA® A800 NVLink® 80GB (FP64 9.7 TFLOPS, TF32 156 TFLOPS, BF16 312 TFLOPS,
400GB/s NVLink®).

Memory: 8—channel DDR4.

Storage: 2 x 7,680 GB NVMe SSDs for high—performance local storage. CBS disks can be used as

system and data disks, supporting on—-demand expansion.

Network: Support 100 Gbps private network bandwidth and 800 Gbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, and ENIs can

be mounted.
Clock RDMA
Specificat Sl Memory Speed/Tu Sl GPU St
jon v (GiB) rbo Boost Memory » 9u
- ion
HCCPNV4 Nvidi
cC 232 1929 255/35 vidia 80GB xg 000 Gbps
sn A800 x 8 RoCEv2
(@ Note:

GPU driver: NVIDIA Tesla driver version 450 or later needs to be installed for NVIDIA A800 series.
460.32.03 (Linux) and 461.33 (Windows) are recommended. For driver version information, see the
NVIDIA official documentation.
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GPU HCCPNV4h

The GPU HCCPNV4h instance is a new instance equipped with NVIDIA® A100 Tensor Core GPU. It uses
NVMe SSDs as instance storage with low latency, ultra—high IOPS, and high throughput, offering high

performance.

Application Scenario

HCCPNV4h delivers exceptional double—precision floating—point performance and applies to large—scale Al
and scientific computing scenarios.

Large—scale machine learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, molecular modeling,

and gene sequencing.
Hardware Specifications

CPU: 2.6GHz AMD EPYC™ ROME, with turbo boost up to 3.3GHz.

GPU: 8 x NVIDIA® A100 NVLink® 40GB (FP64 9.7 TFLOPS, TF32 156 TFLOPS, BF16 312 TFLOPS,
600GB/s NVLink®).

Memory: 8—channel DDR4.

Storage: 1 x 480 GB SATA SSD as local system disk and 4 x 3,200 GB NVMe SSDs for high—

performance local storage. CBS disks cannot be mounted.

Network: Support 25 Gbps private network bandwidth and 100 Gbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet
transporting and receiving capabilities. The public network can be configured as needed, but ENlIs

cannot be mounted.

S ificat M SOde/T GPU RDMA
Specifica e emory peed/tu — spu Configura
ion (GiB) rbo Boost Memory )
tion
(GHz)

HCCPNV4 Nvidi 1

cC 192 1024 2.6/3.3 vidia 40GB x 8 00 Gbps
h A100 x 8 RoCEv2
@ Note:
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GPU driver: NVIDIA Tesla driver version 450 or later needs to be installed for NVIDIA A100 series.
460.32.03 (Linux) and 461.33 (Windows) are recommended. For driver version information, see the
NVIDIA official documentation.

GPU HCCPNV6 (Beta Testing)

The GPU HCCPNVG is the latest generation GPU instance. It supports NVLink interconnect between GPU

cards and 3.2Tbps RDMA interconnection between instances, delivering high performance.

@ Note:

The instance is temporarily in allowlist beta testing. Please contact your pre—sales manager to

enable purchase permission.

Application Scenario

HCCPNVG is suitable for large-scale Al training and inference scenarios.

Large model, advertising recommendation, autonomous driving, and other Al training scenarios.

Large model distributed inference.

Hardware Specifications

CPU: AMD EPYC™ Genoa, with turbo boost up to 3.7GHz.
Memory: Collocation with twelve—channel DDR5 memory.

Storage: 4 x 6,400 GB NVMe SSDs for high—performance local storage. CBS disks can be used as
system and data disks, supporting on—-demand expansion.

Network: Support 100 Gbps private network bandwidth and 3.2 Tbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, and ENIs can

be mounted.
Private
Clock RDMA Network
Specificat cPU Memory Speed/Tu GPU Confi Bandwidt
ion Y (GiB) rbo Boost t_on gura
ion
(GHz) © Capacity
(Gbps)
Nvidi 2T
HCCPNV6 384 2304 2.6/3.7 vidia 3.2 Tbps 100
GPU x 8 RoCEv2

GPU HCCPNVG6e (Beta Testing)
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The GPU HCCPNVG6e is the latest generation GPU instance. It supports NVLink interconnect between GPU
cards and 200Gbps vVRDMA network interconnection between instances, offering a cost-effective product

solution.

@ Note:

The instance is temporarily in allowlist beta testing. Please contact your pre—sales manager to

enable purchase permission.

Application Scenario

HCCPNVG6e is suitable for small- to medium-sized Al training and inference scenarios.

Advertising recommendation, autonomous driving, and other Al training scenarios.

Large model distributed inference.
Hardware Specifications

CPU: AMD EPYC™ Genoa, with turbo boost up to 3.7GHz.
Memory: Collocation with twelve—channel DDR5 memory.
Storage: Support CBS as system and data disks, and on—-demand expansion .

Network: Support 100 Gbps private network bandwidth and 200 Gbps low-latency low-cost self-
developed VRDMA network dedicated to internal communication of high—performance computing
clusters, with strong packet transporting and receiving capabilities. The public network can be

configured as needed, and ENIs can be mounted.

Private
Clock Network
Specificat e Memory Speed/Tu o (F;Srl:il':ura Bandwidt
ion (GiB) rbo Boost - h
(GHz) Capacity
(Gbps)
HCCPNV6 384 9304 2.6/3.7 Nvidia 200 Gbps 100
e GPU x 8 vRDMA

GPU HCCPNV5b (Beta Testing)

The GPU HCCPNV5b is the latest generation GPU instance. It uses a new architecture GPU compute card
with 48GB GDDR6 video memory capacity, supporting FP32, FP16, BF16, FP8, and INT8 compute formats,
paired with AMD EPYC™ Genoa processors. It supports 200Gbps VRDMA network interconnection between

instances, offering a cost—effective product solution.

@® Note:
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The instance is temporarily in allowlist beta testing. Please contact your pre—sales manager to
enable purchase permission.

Application Scenario

HCCPNV5bD is suitable for small- to medium-sized Al training scenarios.

Computer vision processing.

natural language processing.
Hardware Specifications

CPU: AMD EPYC™ Genoa, with turbo boost up to 3.7GHz.
Memory: Collocation with twelve—channel DDR5 memory.
Storage: Support CBS as system and data disks, and scale up on demand .

Network: Support 100 Gbps private network bandwidth and 200 Gbps low-latency low-cost self-
developed VRDMA network dedicated to internal communication of high—performance computing
clusters, with strong packet transporting and receiving capabilities. The public network can be
configured as needed, and ENIs can be mounted.

Private
Clock Network
Specificat VvCPU Memory Speed/Tu GPU (F;Sr':?ﬁ':ura Bandwidt
ion (GiB) rbo Boost i h
(GHz) tion Capacity
(Gbps)
HCCPNV5 Nvidia 200 Gbps
b 384 1536 2.6/3.7 GPU x 8 VRDMA 100

GPU HCCG5vm

The GPU HCCG5vm instance is equipped with NVIDIA® Tesla® V100 GPU and is based on NVMe SSD
instance storage. It provides storage resources with low latency, ultra—high IOPS and high throughput, and
has powerful performance.

Application Scenario

Large—scale machine learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, molecular modeling,
and gene sequencing.

Hardware Specifications
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CPU: 2.5 GHz Intel® Xeon® Cascade Lake processor with a turbo frequency of 3.1 GHz.

GPU: Equipped with 8 x NVIDIA® Tesla® V100 GPU (FP64 7.8 TFLOPS, FP32 15.7 TFLOPS, 300 GB/s
NVLink®).

Memory: 6-channel DDR4.

Storage: 1 x 480 GB SATA SSD as local system disk and 4 x 3,200 GB NVMe SSDs for high—

performance local storage. CBS disks cannot be mounted.

Network: Support 25 Gbps private network bandwidth and 100 Gbps low-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet
transporting and receiving capabilities. The public network can be configured as needed, but ENlIs

cannot be mounted.

Clock

S ificat M S d/T GPU RDMA
Specifica e emory peed/tu — spu Configura
ion (GiB) rbo Boost Memory )
tion
(GHz)

H Nvidi 1

CCG5 96 768 2.5/3.1 vidia 32GB x 8 00 Gbps
m V100 x 8 RoCEv2

GPU HCCGb5v

The GPU Hyper Computing ClusterG5bv instance is equipped with NVIDIA® Tesla® V100 GPU and uses NVMe
SSDs for instance storage with low latency, ultra—high IOPS, and high throughput, offering high performance.

Application Scenario

Large—scale machine learning training and big data recommendations.

HPC applications, such as computational finance, quantum simulation of materials, molecular modeling,

and gene sequencing.

Hardware Specifications

CPU: 2.5GHz Intel® Xeon® Cascade Lake, with turbo boost up to 3.1GHz.

GPU: 8 x NVIDIA® Tesla® V100 GPU (FP64 7.8 TFLOPS, FP32 15.7 TFLOPS, 300GB/s NVLink®).
Memory: 6-channel DDR4.
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Storage: 1 x 480 GB SATA SSD as local system disk and 4 x 3,200 GB NVMe SSDs for high—

performance local storage. CBS disks cannot be mounted.

Network: Support 25 Gbps private network bandwidth and 100 Gbps low—-latency RDMA network
dedicated to internal communication of Hyper Computing Cluster instances, with strong packet
transporting and receiving capabilities. The public network can be configured as needed, but ENlIs
cannot be mounted.

Clock
Specificat Rl Memory Speed/Tu SR GPU CR)E))rI:/fLAgura
ion (GiB) rbo Boost Memory i
(GH2) tion
HCCGb5v 96 384 2.5/3.1 Nvidia 32GB x 8 100 Gbps
V100 x 8 RoCEv2

Standard HCCS5

The standard type HCCS5 instance is equipped with a 2.5GHz base clock rate CPU, suitable for compute-
intensive applications such as general multi—core batch processing and multi—core high—performance

computing applications.
Application Scenario

Large—scale high—performance computing applications.

HPC applications, such as fluid dynamics analysis, industrial simulation, molecular modeling, gene

sequencing, and meteorological analysis.

Hardware Specifications

CPU: 2.5 GHz Intel® Xeon® Cascade Lake processor with a turbo frequency of 3.1 GHz.
Memory: 6-channel DDR4.

Storage: 1 x 480 GB SATA SSD. CBS disks cannot be mounted.

Network: Support 25 Gbps private network bandwidth and 100 Gbps low—-latency RDMA network

dedicated to internal communication of Hyper Computing Cluster instances, with strong packet
transporting and receiving capabilities. The public network can be configured as needed, but ENlIs
cannot be mounted.
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Specificat cPU Memory
ion Y (GiB)
HCCS5 96 384

Compute HCCIC5

Clock
Speed/Tu
rbo Boost
(GHz)

2.5/3.1

RDMA
Configura
tion

100 Gbps
RoCEv2

Hyper Computing Cluster

Private

Network Packet
Bandwidt acke

h Tx/Rx
Capacity (pps)
(Gbps)

25 10 million

The high-1/O compute HCCIC5 instance is equipped with a 3.2GHz base clock rate CPU, has high single-

core computing performance, and uses NVMe SSD as instance storage, providing low latency and ultra—high

IOPS storage resources. It is suitable for compute-intensive and I/O-intensive applications such as batch

processing, fluid dynamics, and structural simulation.

Application Scenario

Large—scale high—performance computing applications.

HPC applications, such as fluid dynamics analysis, industrial simulation, molecular modeling, gene

sequencing, and meteorological analysis.

Hardware Specifications

CPU: 3.2GHz Intel® Xeon® Cascade Lake, with turbo boost up to 3.7GHz.

Memory: 6-channel DDR4.

Storage: 2 x 480 GB SATA SSDs (RAID1) as local system disks and 2 x 3,840 GB NVMe SSDs for high-

performance local storage. CBS disks cannot be mounted.

Network: Support 25 Gbps private network bandwidth and 100 Gbps low-latency RDMA network

dedicated to internal communication of Hyper Computing Cluster instances, with strong packet

transporting and receiving capabilities. The public network can be configured as needed, but ENlIs

cannot be mounted.

§pe0|ﬁcat VCPU Me.mory
ion (GiB)
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100 Gbps

HCCIC5 64 384 3.2/3.7
RoCEv2

25 10 million
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