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Service Statement
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are exclusively provided for in Tencent Cloud's applicable terms and conditions.
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Product Introduction
Overview

Last updated: 2024-01-06 17:31:28

Overview

TDSQL for MySQL is a distributed database service deployed in Tencent Cloud that supports automatic
sharding (horizontal splitting) and the Shared Nothing architecture. With a distributed database, your
business obtains a complete logical database table which is split and distributed evenly across multiple
physical shard nodes on the backend. TDSQL deploys the master-slave architecture by default and
provides a full set of solutions for disaster recovery, backup, restoration, monitoring, and migration,

making it ideal for storing terabytes to petabytes of data.
Features

OLTP

TDSAQL is a distributed database for OLTP businesses.

Sharding

TDSAQL is a distributed database that supports sharding.
Sharding is to spread the data of a table into multiple independent physical database servers according to
a defined rule to form an "independent"” database "shard". Multiple shards together form a logically

complete database instance.

Shared Nothing architecture

The traditional solution uses minicomputers and shared storage, which is more expensive and prone to
capacity and performance bottlenecks. TDSQL adopts the Shared Nothing architecture, with each node

computing and storing a portion of data. Therefore, no matter how quickly your business grows, you just
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need to keep adding servers in the distributed cluster to meet the growing computing and storage needs.
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Data splitting methods (sharding rules)

In principle, TDSQL uses a sharding scheme based on automatic horizontal splitting. Specifically, a
modulo operation is executed on the shardkey, and then data is distributed into different databases
through TProxy according to the specific range of values after modulo operation.

A relational database is a two-dimensional model. To shard data, it is usually necessary to find a
shardkey field to determine the sharding dimension. Then, a rule needs to be defined to actually shard the
database.

Below are some common shardkey options:

« Based on date order, such as sharding by year (one shard for 2015 and another for 2016).
O Advantages: Simple and easy to find.

O Disadvantages: The server performance for the current (e.g., 2016) hot data may be insufficient,

while the storage performance for cold data is idle.

o Based on user ID modulo, where fields in the specific range after modulo operation are spread across
different databases.

O Advantages: The performance is relatively balanced and all data of the same user is in the same
database.

O Disadvantages: This may lead to data skew (for example, when a merchant system is designed,

one merchant's data in an ecommerce mall may be more than that of thousands of small
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merchants).

Based on primary key modulo, where fields in the specific range after modulo operation are spread

across different databases.

Advantages: The performance is relatively balanced, data skew seldom occurs, and all data of the

same primary key is in the same database.

Disadvantages: Data is randomly distributed, and some business logics may require cross—shard

join that is not supported directly.

Before sharding multiple tables, the following options are available:
Noshard: No sharding.
—tableshard: When each table is sharded, select shardkeys arbitrarily for sharding based on the actual
needs regardless of inter-table relationships.
groupshard: A few correlated tables are designed based on the same shardkey, so that the related
data can be aggregated into one physical node.

In terms of sharded data source management, there are currently two modes:
Client mode: The data sources of multiple shards are managed by the configuration in the business
program module, and the reading, writing, and data integration of the shards are performed within the
business program.
Middleware proxy mode: A middleware proxy is built on the frontend of the sharding databases which

are imperceptible to the frontend application.

Problems TDSQL Can Help You Solve

Performance bottlenecks in standalone databases

Faced with millions of users of the internet—based business, a standalone database will reach bottlenecks
in data storage capacity, access capacity, and disaster recovery due to hardware and software limitations

as the business grows.
Heavy workload for application-layer sharding development

Application-layer sharding highly couples business logic with database logic, which incurs heavy
development workload over rapid iteration of the current business. Based on the imperceptible sharding
scheme of TDSQL, your developers only need to modify the code during initial access without having to
care much about the database logic during subsequent iterations, which can greatly reduce the

development workload.

Problems with open-source solutions or NoSQL

Choosing open-source or NoSQL solutions can also break through database bottlenecks at no or

relatively low costs. However, you need to pay attention to the following issues with such solutions:
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1. Bug fixing of a product depends on the progress in the community. Can you wait if you encounter a

serious bug?

2. Are there members in your team who are familiar with the product and can continuously maintain it
without affecting the project in case of staffing changes?

3. Is the associated system ready?

4. What business do you focus on? Does your business metric system involve inputting resources to
ensure the open-source product's resource and lifecycle management, distributed logic, high-
availability deployment and switchover, disaster recovery and backup, self-service OPS, and

troubleshooting?
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Strengths

Last updated: 2024-01-06 17:31:28

Ultra high performance

A single shard can sustain up to 240,000 QPS, and the performance of an entire instance can be
linearly improved as the number of shards increases.

Computing/Storage resources can be independently and imperceptibly scaled, and a single instance
can offer exabytes of storage capacity.

Each node at the computing layer can be read and written, and a single instance can easily sustain
tens of millions of QPS.

Ultra high compression ratio (up to 20:1) is supported for storage, which is especially suitable for

business scenarios with a high number of writes and a low number of reads.

Professional and reliable services

TDSQL has been massively verified by various types of Tencent's core products for over 10 years,

such as social networking, ecommerce, payment, audio and video services.
It has comprehensive features of data backup, disaster recovery, and quick upgrade.

It boasts a complete monitoring and alarming system, where most of failures can be recovered

through automated program processing.

It supports data encryption by AES and Chinese SM4 algorithms to meet the compliance requirements
of static data encryption.

It supports various cutting—edge features in the distributed database world, such as distributed multi-
table join, small table broadcast, distributed transaction, and SQL passthrough.

It achieves a high availability of up to 99.95% and a high data reliability of up to 99.99999% (seven
nines).

Ease of use

Except for a small number of syntax differences from native MySQL and MariaDB, TDSQL can be used
just like a standalone database, and the sharding process is imperceptible to the business and

requires no manual intervention.
It is compatible with MySQL protocols (i.e., supporting kernels such as MySQL and MariaDB).

It provides a web—-based console, read/write separation, and dedicated Ops commands.
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Use Cases
TDStore Engine

Last updated: 2025-07-24 10:19:51

@ Note:

The TDSQL TDStore engine is only applicable to OLTP business scenarios.

Historical Archive

In industries such as e—~commerce, retail, finance, 020, and social applications, large amounts of
historical data, together with the latest data, are stored in MySQL databases over time. The mixed storage
of cold and hot data leads to high storage costs, decreased database performance, and backup
difficulties. The TDStore engine features a massive storage capability, low cost, high reliability, and strong
scalability, providing users with a large—capacity data archiving and storage scheme at very low costs. It
also supports transaction processing and online data access. The TDSQL TDStore engine has been used

by Tencent's communication top-up service and credit card repayment records.

Massive Data

Traditional databases face many challenges when storing and managing massive data, especially in high—
concurrency read-write and high—-throughput scenarios. In scenarios such as log streams, loT, and smart
homes, common business requirements include large data volumes, numerous single-table records, high
write throughput, and high consistency. The TDStore engine with excellent horizontal scalability can
increase the system's read-write throughput and processing capacity virtually linearly by adding nodes. It
supports processing hundreds of TB or more of data. Additionally, the engine incorporates the Multi-Raft
protocol, ensuring strong consistency and high availability. It also has fast online DDL and auto scaling
capabilities, allowing users to store and manage massive data stably and efficiently. Furthermore, the
TDStore engine provides efficient data compression and storage policies, effectively reducing storage

costs. Tencent's invoice flow service has already adopted the TDSQL TDStore engine.

Agile Business

As modern market demands become increasingly variable and business R&D becomes more agile, flexible
schemas and unrestricted auto scalability are particularly important for users in industries such as games
and SaaS. The TDStore engine provides strong support for handling agile business needs. Its powerful
auto scaling capability enables it to rapidly scale out or in resources when needed. It supports both
horizontal and vertical scaling, as well as replica scaling. Meanwhile, the fast online DDL capability of the
TDStore engine allows users to easily adjust database structures without affecting business operations as

a response to various unpredictable business changes. This provides strong support for addressing
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modern complex business needs. The TDStore engine has already been adopted in the user activity data

scenarios of Tencent's Mobile QQ Game Center.

Data Middle Platform

Although the traditional MySQL scheme of sharding databases and tables according to shard keys solves
the core transaction problems in TP scenarios, it is not friendly to data operations or data aggregation
scenarios (data serving/data hub). In these scenarios, queries are often conducted not by shard keys but
by lightweight statistical analysis across multiple different dimensions. At this time, it is difficult to
implement multi-dimensional queries simply, flexibly, and efficiently, whether through broadcast queries
or index tables, while the TDStore engine is very suitable for such scenarios. The TDStore engine supports
quickly aggregating data from multiple shards into a single instance, creating globally unique indexes, and
conducting data consistency queries across multiple shards and dimensions. It meets the high-
performance read-write requirements of data middle platform scenarios and supports users to perform
data operations and analysis based on massive data. The TDStore engine has been adopted by Tencent

Advertising for lightweight data warehouse scenarios.
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InnoDB engine

@ Note:

TDSQL for MySQL is currently only applicable to OLTP business scenarios, such as transaction

systems and frontend systems. It is not applicable to OLAP -based systems such as ERP and Bl.

Large—scale Applications (Ultra—high Concurrent Real-time Transaction
Scenario)

E-commerce, finance, 020, social applications, retail, and SaaS service providers generally have
problems such as a large user base (millions or more), frequent marketing activities, and increasingly slow
response of core transaction system databases, which restrict business development.

TDSQL for MySQL features linear horizontal scalability that can increase the processing power of
databases in real time for improved access efficiency. It can sustain over 15 million QPS at the peak,
enabling you to cope with high-concurrency real-time transaction scenarios. For example, WeChat Pay,
Tenpay, and Tencent Top-up are all supported by databases using the TDSQL for MySQL architecture.

loT Data (PB-level Data Storage and Access Scenario)

In loT scenarios, such as industrial monitoring and remote control, extension of smart cities, smart homes,
and Internet of Vehicles, there are many sensor monitoring devices, high sampling rates, and large data
volumes. Usually, data stored for one year can reach PB or even EB level, but traditional solutions based
on x86 server architecture and open source databases are simply unable to store and use such a large
amount of data.

TDSQL for MySQL features horizontal scalability, and the TDStore engine also supports an ultra—high

compression ratio for storage, effectively helping users store massive data at low costs.

File Indexing (Millisecond-level Access to Trillions of Rows of Data)

As a cloud service platform, there are often large amounts of images, documents, and video data, with
data volumes ranging from millions to trillions. The service platform usually needs to store the indexes of
these files in the database and provide real-time operations such as addition, modification, reading, and
deletion at the index level.

Since the service platform handles access from other customers, the requirements for service quality and
performance are very high. Traditional databases cannot support such a large-scale access and usage,
while TDSQL for MySQL, with ultra—high performance and scalability as well as strong synchronization

capabilities, can effectively guarantee the service quality and data consistency of the platform.

High Cost-effective Commercial Database Solutions
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Large enterprises, banks, and other industries rely heavily on minicomputers and high-end storage to
support large-scale data storage and high—concurrency database access. However, Internet companies
can obtain the same or even higher capabilities as commercial databases with low-cost x86 servers and
open-source software.

TDSQL for MySQL is suitable for various scenarios such as national or provincial business system
aggregation, large enterprise e~commerce and channel platforms, Internet banking services, and

transaction systems.
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Regions and AZs

Last updated: 2024-01-06 17:31:28

Public Cloud
Tencent Cloud currently offers multiple regions for your choice. The regions and availability zones

supported by TDSQL for MySQL can be viewed on the Purchase Page.
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TDStore Engine
Product Features

Last updated: 2025-07-22 20:57:17

TDStore, a financial-grade new agile engine developed by Tencent Cloud, can help customers effectively
resolve the unpredictability of business forms and business volumes during their business development

processes. It is suitable for financially agile businesses.

Transparent Distribution

The compute nodes of the TDSQL TDStore engine are implemented based on MySQL 8.0. Except for
certain limited system operations, TDStore is compatible with 99% of native MySQL syntax. It can be
used without specifying a partition key or manually performing database and table sharding. Businesses
of stand-alone MySQL can be migrated to TDStore without loss, truly achieving non-intrusion into

business applications.

Multi-Node High—Performance Read-Write

Different from the traditional leader/follower mode, the TDStore computing layer features a multi-leader
mode in which each compute node can be read or written. Users can elastically scale out compute nodes
as their business volumes increase. A single instance can support tens of millions of QPS, helping users

handle pressure from sudden business peaks.

Low-Cost Massive Storage

The TDStore storage layer stores and manages data based on the LSM-Tree + SSTable structure. The
relatively high compression ratio can effectively reduce the cost of storing massive data. For business
scenarios with high data row repetition, compared with the InnoDB storage engine, TDStore can achieve a
compression ratio as high as 20 times, effectively reducing the cost of storing massive data. A single

instance can support PB-level storage capacity.

Native Online DDL

TDStore supports native online DDL operations. During business operations, users can dynamically modify
table structures directly using native MySQL DDL statements instead of external tool components such as
pt or ghost. TDStore covers the instant-type DDL operations supported by native MySQL and can handle
most types of DDL (except those involving primary keys) without blocking normal DML requests.
Additionally, the online DDL of TDStore can maintain consistency across multiple compute nodes,

allowing parallel execution of online DDL operations for different table objects.

Complete Distributed Transaction Support

©2013-2025 Tencent Cloud. All rights reserved. Page 14 of 31



> Tencent Cloud TDSQL for MySQL

TDStore fully supports transaction ACID features with a native distributed architecture, supports the
globally consistent read feature, and implements its overall transaction concurrency control framework
based on MVCC + Time-Ordering.

The distributed transaction coordinator is the nodes of the distributed storage layer. When storage nodes
encounter scenarios such as data splitting or leader switching during online scale-out, TDStore can
ensure uninterrupted transactions to minimize the impact of changes in the underlying data status on

transaction requests, thereby achieving cluster scaling with few negative impacts.

Data Location Awareness

Users can flexibly adjust the physical location of data based on business logic, effectively disperse
hotspot data, reduce distributed transactions, optimize query pushdown, and specify disaster recovery

policies, thereby enhancing performance and reliability and achieving intelligent data scheduling.

Containerized Control System

The TDStore control part is implemented in a containerized manner. Cloud native capabilities enable rapid
and convenient management of TDStore instances, eliminating cumbersome operations for resource
management and Ops such as the deployment of physical servers and configuration. Moreover, you do
not need to pay attention to resource utilization. The system can be used immediately after purchase and
supports efficient elastic scaling.
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Instance Architecture

Last updated: 2025-07-22 20:57:17

TDStore instances are divided into the cluster edition and the basic edition:
Cluster edition: Composed of multiple (=3) nodes, it provides high-performance and available
database services in the form of a triple-replica Raft cluster, suitable for enterprise production
environments.
Basic edition: Composed of a single node, it provides complete database features at a relatively low

cost, suitable for individual users.

(@ Note:

After a basic edition instance is created, it can be upgraded to a cluster edition instance
through the console. Once a cluster edition instance is created, it cannot be downgraded to a

basic edition instance.

The nodes in a TDStore instance are divided into two types based on whether they adopt a peer-to—peer
architecture or a separation architecture:
Peer-to—peer architecture: The computing layer SQL engine and data layer TDStore are integrated
into a single physical node, reducing the number of hardware nodes and cross-node communication
and thereby lowering costs and improving performance.
Separation architecture: The computing layer SQL engine and the data layer TDStore are located in

different physical nodes.

Technical Architecture of TDStore

The feature modules of centralized stand-alone databases and distributed databases can be divided into

three components:
Computing engine: Mainly includes SQL parsing, optimizers, and executors.

Storage engine: Mainly includes transaction processing and data storage.

Metadata service: Mainly includes global logical clock services, global ID generators, metadata

storage, scheduling engines (data/disaster recovery scheduling), and load collection.

The overall architecture of TDStore is as shown below:
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Computing Engine — SQL Engine
o Kernel: It is implemented based on MySQL 8.0 and is highly compatible with MySQL.

o Architecture: The computing layer adopts a multi-leader architecture with a stateless design. Each

SQL engine node can be read or written and supports ten—-million-level QPS writing.

o Interaction: Obtain the global transaction timestamp and data routing information from the control

node, interact with the storage node for transactions, and return results to the client.
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Storage Engine — TDStore

o Architecture: Distributed KV storage engine based on LSM-Tree and Multi-Raft.
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o Data: Multi-replica storage based on Raft synchronization, with data distributed across different

regions based on key ranges.

o Interaction: TDStore receives requests from compute nodes, processes them, and returns results. The

primary replica of each region is responsible for receiving and handling read-write requests.

S0LEngine_1 SQLEngine_2 SQLEngine_N
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_—— - ———

-
{Region_51 :-Regfnn_‘r 1

v

The Coordinator of Distributed
Transactions

1
|

-
: \Region_2

= TDMC
Region Scheduling -

Metadata Service - TDMC

o Architecture: Raft-based metadata management cluster with one leader and two followers, with

services provided by the leader.
o Data:
O Assign a globally unique and incremental transaction ID.
O Manage TDStore and SQL engine metadata.
O Manage region data routing information.
O Manage global MDL locks.
o Control:
O Schedule region splitting, merging, migration, and leader switching.
O Schedule the scaling of the storage layer.
O Schedule the load balancing of the storage layer.

O Issue alarms for abnormal events in various dimensions.
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Storage Model

The storage engine of TDStore maps all user data to a linear, ordered, and infinite key space of (—oo, +00),

with each line of data corresponding to a point in the key space.

//Example
create table tl1 (

varchar (50),

varchar (20

primary key (fl,£f2),

index idx_f3(£3)
) ;

insert into tl1l wvalues(

In the example above, inserting a row of data generates two key-value pairs:

Primary key: pk_encode('t1", 'a', 'b') —> pk_value_encode('c', 'd').

Index: sk_encode('idx_f3', 'c', 'a', 'b') —> sk_value_encode().

Since the frontmost part of each key is the ID of the database object (table/index/partition table), all data

of this database object is continuously distributed in a segment of the key space.

Three-Layer Organizational Mode (DO-Region-RG)

Database object: For example, table, partition, and index. Usually, a globally unique ID (index_id) is
assigned for these database objects.
Data shard (region):

@: A consecutive, left-closed and right-open key space (startkey, endkey).

©2013-2025 Tencent Cloud. All rights reserved. Page 19 of 31



> Tencent Cloud TDSQL for MySQL

@: A database object corresponds to one or more regions. During operation, a region can be split or
multiple regions can be merged into one based on data scheduling policies.

@: Basic unit of data scheduling. Different regions can be distributed on any node in the instance.

@: The region is a logical concept. In the underlying storage, it is not a completely independent segment
or file.

Replication group (RG):

@: An RG can contain one or more regions, which belong to one or more database objects.

@: During operation, RGs can be merged or split (by creating RGs or migrating regions into or out of
RGs).

@: A single RG corresponds to a Raft log stream (Redolog/WAL). If all keys involved in a transaction are
within one RG, the transaction can be converted to a stand-alone transaction. If a transaction involves

data across RGs, a two—-phase distributed transaction protocol is required.

Peer-to-Peer Architecture Node

In the architecture design of TDStore, we aim to keep computation as close to storage (cache/storage) as
possible while achieving high elasticity for compute-storage separation. Therefore, the design of TDStore
is:

The peer-to-peer architecture (HyperNode) design is adopted. Each peer node (process) contains

three complete feature engines: computing, storage, and logging.

The computing layer and local storage use the local access mode, while accessing remote storage
uses the network RPC access mode to ensure the performance of accessing local data as much as
possible.

Based on the needs of different business scenarios, roles can also be assigned for nodes through
metadata and the scheduling module, for example, full-featured nodes (which support all three
services: computing, storage, and logging), compute nodes (which only support computing, with all
data accessed remotely), storage nodes (which only support data storage), and logging services

(which only provide log subscription services).

(@ Note:

The features designated for node roles are not yet available in the public cloud.
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InnoDB engine
Instance Architecture

Last updated: 2024-01-06 17:31:28

InnoDB engine

O Note:

Instance Architecture

Standard Edition
(one source and one
replica)

Standard Edition
(one source and two
replicas)

purchased instances during this period.

Definition Node

Each shard provides
a high-availability
architecture based
on source/replica
active—active
deployment.

Two nodes: One
source node and one
replica node

Three nodes: One
source node and two
replica nodes

Each shard provides
a high-availability
architecture based
on source/replica
multi-site active—
active deployment.

©2013-2025 Tencent Cloud. All rights reserved.

TDSQL for MySQL

As the database audit feature is being refactored and upgraded, it is not available for newly

Feature

Supports read-only
replicas.

In the 1-source-1-
replica architecture,
the read-only replica
feature can only be
used for low-load
read-only tasks.
Avoid high-load
tasks such as large
transactions, as they
affect the backup
tasks and availability
of the replica server.

Automatic node
failover.

Default sampling
granularity for
monitoring: Once
every 5 minutes.
Maximum backup
time: 7 days.
Operation log backup
time: 7 days.
Supports database
audit where audit
logs can be retained
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Finance Edition (one
source and one
replica)

Finance Edition (one
source and two
replicas)

TDStore engine

Each shard provides
a high-availability
architecture based
on source/replica
active—active
deployment.

Two nodes: One
source node and one
replica node

Each shard provides
a high-availability
architecture based
on source/replica
multi-site active-
active deployment.

Three nodes: One
source node and two
replica nodes

TDSQL for MySQL

for 15 days and an
unlimited number of
rules which can be
configured.

Supports other
deployment schemes.
To use other
schemes, contact
your Tencent Cloud
sale rep.

Supports read-only
replicas and
implements
intelligent load
scheduling for read-
only replicas.
Automatic node
failover.

Default sampling
granularity for
monitoring: Once
every 1 minute.
Maximum backup
time: 3,650 days.
You need to submit
a ticket for
application.
Operation log backup
time: 60 days by
default (1 year for
archive storage).
Supports database
audit where audit
logs can be retained
for 15 days.
Provides assistance
for regulatory
compliance.

In the beta test phase, the TDStore engine adopts a high-availability architecture of three nodes: one

source node and two replica nodes.

©2013-2025 Tencent Cloud. All rights reserved.

Page 22 of 31


https://console.intl.cloud.tencent.com/workorder/category
https://console.intl.cloud.tencent.com/workorder/category

> Tencent Cloud TDSQL for MySQL

Basic Principles
Sharding

Last updated: 2024-01-06 17:31:28

Overview

Horizontal partitioning (sharding) is actually how TDSQL for MySQL works. Each node takes part in
computing and storing data, but only for a part of data. Therefore, no matter how your business grows,
you can simply keep adding devices to the distributed cluster to meet the growing computing and storage

needs.

Horizontal Sharding

Sharding means spreading the data of a table into multiple independent physical database servers
according to a defined rule to form an "independent" database "shard". Multiple shards together form a
logically complete database instance.

In a conventional standalone database, reads and writes of a complete table are done on only one

physical storage device.
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o In a distributed database, based on the shardkey set during table creation, the system automatically

distributes data to different physical shards, but the table is still logically complete.
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In TDSQL for MySQL, a shardkey is usually required to determine the sharding dimension, and then
sharding is performed by using a field modulo operation (HASH) scheme. The field used for HASH
calculation is the shardkey. The HASH algorithm can virtually guarantee relatively even distribution of

data in different physical devices.
Data writes (shardkey included in SQL statement)

1. The business writes a row of data.
2. The gateway hashes the shardkey to get its hash value.

3. Different hash value ranges correspond to different shards (determined by the pre-sharding algorithm

of the scheduling system).

4. Data is stored in the corresponding shard according to the sharding algorithm.

Data Aggregation

Data aggregation: If the data of a query SQL statement involves multiple sharded tables, the statement
will be routed to all these tables for execution. TDSQL for MySQL will aggregate the data returned by

each sharded table based on the original SQL semantics and return the final result.

O Note:
When you execute a SELECT statement, we recommend that you include the shardkey field;
otherwise, the gateway may aggregate the execution results after a full-table scan which is slow

and affects the performance significantly.

Data reads (specific shardkey included):

1. When the business sends a SELECT request which includes the shardkey, the gateway will perform a

hash calculation on the shardkey.
2. Different hash value ranges correspond to different shards.

3. Data is obtained from the corresponding shard according to the sharding algorithm.

Data reads (specific shardkey excluded)

1. If the business sends a SELECT request without the shardkey, the request will be sent to all shards.
2. The shards send back data to the proxy after querying their own content.

3. The proxy aggregates the data according to SQL rules and then responds to the gateway.
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Read/Write Separation
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Overview

You can use the read/write separation feature to distribute the read pressure to replica nodes if there is a
lot of pressure to process a large volume of read requests.

TDSQL for MySQL supports read/write separation by default. Each replica server in the architecture has
the read—only permission. If multiple replica servers are configured, the gateway cluster (TProxy) will
automatically assign read requests to the replica servers with lower loads to sustain the read traffic of

large applications.

How it works

To achieve read/write separation, transactional operations like INSERT, UPDATE, and DELETE are
handled by the source node while query operations like SELECT are handled by the replica node.

Read-only account

@ Note:

If your instance architecture is 1-source-1-replica, the read-only separation feature can only be
used for low-load read-only tasks. Avoid high-load tasks such as large transactions, as they

affect the backup tasks and availability of the replica server.

A read-only account only has read permission and reads data from the replica server (or read-only
instance) in a database cluster by default.
Read requests can be automatically sent to the replica server through the read-only account, with results
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Elastic Expansion

Last updated: 2024-01-06 17:31:28

Overview

TDSQL for MySQL supports real-time expansion in the console. There are two capacity expansion
methods: adding shards and expanding the existing shards. The entire expansion process is completely
imperceptible to your business without downtime. Only a fraction of shards become read-only for

seconds (or are interrupted) during the expansion, while the entire cluster will not be affected.

Capacity Expansion Process

TDSQL for MySQL achieves automatic expansion and ensures stability with Tencent's automatic

rebalancing technology.

Adding a new shard

1. Scale node A in the TDSQL for MySQL console.

2. According to the configuration of new node G, some data of node A will be migrated (from secondary)

to node G.

3. After the data is completely synchronized, TDSQL will verify the data in node A and node G (read-only

for one to tens of seconds), but the entire service is not suspended.

4. The scheduling system notifies proxy to switch routing.

Expanding an existing shard

The expansion based on existing shards is actually to replace the old one with a larger physical shard.

@ Note:

The expansion based on existing shards does not add any shard and will not change the logic

rules of sharding or the number of shards.

1. Assign a new physical shard (hereinafter referred to as "new shard") based on required configuration.

2. Synchronize the data and configuration of the physical shard to be upgraded (hereinafter referred to

as "old shard") to the new shard.

3. After the data sync is completed, switch the route in the Tencent Cloud gateway to the new shard,

and then you can use the new shard.
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References

A distributed database contains multiple shards. To upgrade the specification of an existing TDSQL for

MySQL instance, please see Purchase and Upgrade.
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Strong Sync
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Background

Traditionally, there are three methods of data replication:
Async replication: An application initiates an update request. After completing the corresponding
operation, the source node (source) responds to the application immediately and replicates data to

the replica node (replica) asynchronously.

Strong sync replication: An application initiates an update request. After completing the operation, the
source replicates data to the replica immediately. After receiving the data, the replica returns a
success message to the source. Only after receiving the message from the replica will the source

respond to the application. The data is replicated synchronously from the source to the replica.

Semi-sync data replication: when an update request is initiated by an application, the primary node
replicates data to the secondary node as soon as the update operation is executed on the primary
node. After receiving the data and writing into the relay log (which is not necessary to execute), the
secondary node returns a message to the primary node. Only after the message is successfully

returned can the primary node respond to the application with a request success.

Known Issues

When the source or replica is unavailable, there is a chance of data inconsistency for the above three
methods.

As the core of system data storage and service, a database should be highly available. In production
systems, high availability solutions are often required to ensure uninterrupted system operations, and the
data sync technology serves as the foundation of such solutions.

Solution

In Tencent Cloud's proprietary parallel multi-thread asynchronous replication (MAR, aka strong sync)
scheme based on the MySQL protocol, only after a secondary node successfully synchronizes data (logs)
can the primary node respond to the application layer, ensuring that the primary and the secondary nodes
have completely the same data.
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Below is how it works:
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In the MAR scheme, when a request is initiated at the application layer, only after a secondary node
successfully returns a message can the primary node respond to the application layer with a request
success, ensuring that the primary and the secondary nodes have completely the same data.

MAR strong sync scheme outperforms other mainstream sync schemes. For more information, see
Performance Comparison Data for Strong Sync. It has the following features:

o Consistent synchronous replication ensures strong consistency of data between nodes.

o Complete imperceptibility to the business means that read-write separation and sync enhancement

are not required at the business side.

o Asynchronization of serial sync threads and introduction of thread pool boost a substantial increase in

performance.
o Cluster architecture is supported.
o Automatic member control is supported and faulty nodes are automatically removed from the cluster.
o Automatic node join is supported without human intervention required.
o Each node contains a complete replica of the data and can be switched at any time.

o There is no need to share storage devices.

©2013-2025 Tencent Cloud. All rights reserved. Page 31 of 31


https://intl.cloud.tencent.com/document/product/1042/33377

